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PyTorch programming live coding

Learning objectives

By the end of this lecture you should be able to:
• Understand the foundations of PyTorch
• Represent data and batches as tensors.
• Relate a model’s parameters to its predictions and loss.
• Explain how gradients are used to train a model.
• Evaluate predictions on examples excluded from training.
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Tensors data representation

Definition: tensor

In numerical programming, a tensor is an array
of numerical values. A scalar has no axes, a
vector one and a matrix two.

The shape gives the size of each axis. An image
batch has axes for examples, channels, height
and width.

A batch groups examples so that we can apply
the same model to them together.

Example: MNIST

For a batch of B greyscale images:

X ∈ RB×1×28×28.

Flattening each image gives a matrix:

X ∈ RB×784.

Each row contains one image’s 784 pixel
intensities. Flattening preserves their values
and order.

Reading: D2L §2.1 Data manipulation and §2.3 Linear algebra.
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https://d2l.ai/chapter_preliminaries/ndarray.html
https://d2l.ai/chapter_preliminaries/linear-algebra.html


Models and loss linear regression

Definition: model and loss

A model fθ maps an input to a prediction. Its
parameters θ are learned from data.

For n training pairs (xi, yi), mean squared error
is

L(θ) = 1

n

n∑
i=1

(
fθ(xi)− yi

)2
.

Training adjusts the parameters to reduce this
loss on the training examples.

Linear model: ŷ = wx+ b, with θ = (w, b)T
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Reading: D2L §3.1 Linear regression.
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https://d2l.ai/chapter_linear-regression/linear-regression.html


Training gradients and parameter updates

Forward, backward, update

1. Forward: compute predictions and a
scalar loss.

2. Backpropagation: apply the chain rule
backwards to find how the loss changes
with each parameter.

3. Update: take a small step in the direction
of the negative gradient.

For a batch with mean loss LB, gradient descent
gives

θ ← θ − η∇θLB(θ).

The learning rate η controls the step size.

Example: a linear layer

For input x and target y, the layer predicts
ŷ = Wx+ b.

x × + − r ℓ

W b

y

∇Wℓ ∇bℓ

Subtract the target, then square and sum the
errors at r to obtain ℓ = ∥ŷ − y∥22.
Orange arrows give loss gradients for weights
W and bias b.

Reading: D2L §2.5 Automatic differentiation and §5.3 Backpropagation.
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https://d2l.ai/chapter_preliminaries/autograd.html
https://d2l.ai/chapter_multilayer-perceptrons/backprop.html


Classification a multilayer perceptron

Model: digit classifier

The input is a vector x ∈ R784 of pixel
intensities. A hidden layer computes

h = ReLU(W(1)x+ b(1)), h ∈ R64.

The output gives ten class scores, or logits:

z = W(2)h+ b(2), z ∈ R10.

ReLU applies max(0, a) to each entry. Removing
it would leave a single affine model.

Loss: cross entropy

Softmax converts scores to probabilities:

pk =
exp(zk)∑9
j=0 exp(zj)

, k ∈ {0, . . . , 9}.

For the correct digit y ∈ {0, . . . , 9},

ℓ(z, y) = − log py.

A correct-class probability of 0.9 gives loss
0.11; 0.1 gives 2.30. Accuracy uses the
highest-scoring class.

Reading: D2L §4.1 Softmax regression and §5.1 Multilayer perceptrons.
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https://d2l.ai/chapter_linear-classification/softmax-regression.html
https://d2l.ai/chapter_multilayer-perceptrons/mlp.html


Generalisation model capacity and risk

Evaluation on unseen examples

Risk is the expected loss on new
examples from the data distribution.

• Training: fit the parameters.
• Validation: choose the model
and training settings.

• Test: estimate risk after those
choices are fixed.

Double descent (schematic; fixed training set)
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Test risk can fall again after the model first fits all
training examples. The shape depends on noise,
regularisation and optimisation.

Reading: D2L §3.6; Belkin et al. (2019); Nakkiran et al. (2020).
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https://d2l.ai/chapter_linear-regression/generalization.html
https://doi.org/10.1073/pnas.1903070116
https://arxiv.org/abs/1912.02292


Practical 3 image colourisation

Predicting an image

The input is a greyscale image; the target is the
original colour image:

fθ : R1×32×32 → R3×32×32.

We will train an MLP encoder–decoder using
mean squared error over the RGB values.

Several colours can give the same grey value.
The training images provide information about
likely colours, but the original colour cannot
always be recovered.

Greyscale inputs, model predictions and RGB
targets, from top to bottom.

Reading: D2L §5.1 Multilayer perceptrons.
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https://d2l.ai/chapter_multilayer-perceptrons/mlp.html

